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1.0 Introduction

1.1 Background

The Marine Corps College of Continuing Education (CCE) is responsible for designing, developing and implementing distributed learning (DL) solutions that meet critical needs across the Marine Corps training and education continuum.  The CCE together with sponsors of Marine Corps training and education programs, develop innovative solutions that increase readiness by providing learning opportunities to the individual Marine, anytime, anywhere.  Interactive multimedia instruction (IMI) and other supporting web-based training and performance support technologies are employed by the CCE toward this mission.  The CCE also manages the Marine Corps Distance Learning Network (MarineNet), which hosts, delivers, and tracks all USMC web-based content.  MarineNet is a distributed intranet of a number of local area networks (LANs) joined into a wide area network (WAN) via the Non-secure Internet Protocol Router Network (NIPRNET).  MarineNet is designed to limit the load on the shared NIPRNET by keeping high-bandwidth exchanges contained within the individual LANs to the greatest extent possible.  Limiting NIPRNET traffic is also necessitated by boundary firewalls that strip out mobile code and object inclusions coming into the LAN.  For this reason, DL content is decentralized by a Content Delivery Network (CDN) that is responsible for distributing and hosting content within each base’s network boundary.  This means that the delivery of media-rich content is contained within each LAN without taxing NIPRNET resources.  Home users with direct Internet access are handled similarly by using a centralized Internet-based content server that is also part of the CDN.

While this architecture serves to protect the NIPRNET and the base links to the NIPRNET from unnecessary traffic, there is still a requirement for centralized visibility and management of student access to content that is not met by this distributed model.  Centralized enrollment management in this distributed environment is handled by the MarineNet LMS, which is a unique entity not limited to a single LAN.  When MarineNet users log in, they communicate over the NIPRNET/Internet with the LMS, which identifies where they are logging in from and directs them to the content hosted locally to their physical location.  The remainder of the session is spent interacting with the local content server over the LAN, until log out.  When users log out, the content sends final messages to the LMS recording their progress.

The content development standards and specifications that assist in the development and standardization of distributed learning content are the Aviation Industry CBT Committee (AICC) HTTP standard and the Advanced Distributed Learning (ADL) Initiative’s Sharable Content Object Reference Model (SCORM).  The existing MarineNet LMS was implemented prior to the final release of the SCORM specifications and thus only supports the AICC HTTP standard, HACP.  The MarineNet system has been updated to support a limited subset of the SCORM 1.2 specification; however, the continued evolution of the SCORM and the movements within the Department of Defense (DoD) to help standardize DL development across the DoD has pushed MarineNet to support more standardization.
1.2 Network Architecture Overview & Security Restrictions
The MarineNet system operates upon the Internet, Marine Corps Enterprise Network (MCEN), the Navy Marine Corps Internet (NMCI), and the individual base’s local and regional area networks.  The MarineNet system must operate within the existing constraints of these networks and associated security restrictions.  Individual camps, bases, and stations may operate individual firewall boundaries or entire regions may be collapsed under a larger firewall boundary managed by the NMCI.  As previously stated, the distribution of bandwidth onto the individual camps, bases, and stations is driven by the lack of adequate base connectivity to the wide-area network (WAN) and the firewall policies that block content assets from reaching the user workstations within the security enclave.  Figure 1.1 is a generic diagram that overviews the architecture and will be used throughout this document to reference the components of the network.
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Figure 1.1  Generalized Network Architecture Diagram
The centralized capability is the location of all central resources available to all users and is designed to host all relatively low-bandwidth, data intensive, and/or sensitive data.  The centralized capability is the heart of the system whereby representing the publicized point of entry into MarineNet; through the Internet address http://www.marinenet.usmc.mil.  The centralized capability is responsible for the following high-level services:

· Identification & Authentication (I&A)

· Portal Information Services

· Content Catalog Publication Services

· Student and Enrollment Tracking Services

· Content Distribution & Management Services

· Student Assessment and Survey Services

· User Redirection Services, and

· Help Desk Services.
The services listed above are not currently individual but are integrated into existing Learning Management System (LMS) and Content Delivery Network (CDN) systems.  
The WAN links providing base connectivity and connectivity to the centralized capability are governed by network security restrictions maintained by the owners of the respective networks.  Several of these restrictions are listed below to help lay the groundwork of this document and the eventual technical design of the MarineNet SCORM RTE.

1.2.1 Ports and Protocols

The following table lists the key ports and protocols that cross the base and/or regional firewall boundaries that may be considered for use under this design.
Table 1.1  Ports and Protocols

	Protocol
	Port
	Permission
	Comments

	Web (HTTP)
	TCP 80
	Inbound only
	Must be initiated by base resource

	SSL (HTTP)
	TCP 443
	Inbound only
	Must be initiated by base resource

	FTP
	TCP 21
	Inbound only
	Must be initiated by base resource

	Mail (SMTP)
	TCP 25
	Restricted
	MCEN & NMCI only

	SQL Server
	TCP 1433
	Restricted
	Not permitted on WAN links

	Oracle Server
	TCP 1521
	Limited
	Requires firewall exemptions


The use of database connections is highly discouraged based on the complexity of configuration and management on the part of the network owners and the continual changes to the firewall policies.  The use of non-standard ports and protocols is also highly discouraged and should not be considered under this design.

1.2.2 Mobile Code

Firewall policies restrict the delivery of mobile code across firewall boundaries.  Mobile code includes all scripting that is run with the user’s browser that may obtain rights or access to resources not available outside of the network.  The key components that are restricted by the firewalls are active content components.  Active content components are those objects that reference an ActiveX component or plug-in that is associated with the user’s browser.  Most popular include those media objects such as Macromedia Flash, Macromedia Shockwave, Windows Media, and Apple QuickTime.  
Firewalls that block mobile code operate by scanning web traffic and physically removing all HTML <applet>, <embed>, and <object> tags within the individual web documents.  The removal of the ActiveX reference results in the page rendering without the necessary media objects.
1.3 Centralized Capability Architecture Components

The centralized capability is a compilation of legacy and new development efforts towards enterprise services.  All of these components are not considered part of the SCORM RTE and are only included within this document to help establish a complete picture of the future MarineNet capability.  The centralized capability in the new architecture shall be defined by several components accomplishing the functionality listed in section 1.2.  The following table identifies the component and those services offered.

Table 1.2  MarineNet Centralized Components and Services

	Component
	Services Offered

	MarineNet DataStore
	· Process enrollment requests from internal and external systems

· Provide course/curricula data to internal and external systems in XML

· Provide personnel data to internal systems in XML

· Authentication service for internal systems

	MarineNet Meta-data Repository
	· Provide course/curricula data to internal and external systems in XML

	MarineNet Portal
	· User Interface
· Information Services (announcements, library, etc.)

	User Redirection
	· Web-based automatic redirection of users to the appropriate local and regional locations offering access to high-bandwidth or otherwise distributed content assets.

	Student Assessment & Surveys
	· Web-based testing and survey tools

· Statistical analysis and reporting

	Content Distribution and Management
	· Administration services to centrally distribute content to the distributed content servers


The MarineNet DataStore shall consist of a database housing all personnel and course/curricula enrollment data.  The DataStore shall also expose the necessary business logic and web application services to facilitate user identification and authentication, enrollment processing, and user transcript querying.  Web application services shall be provided through XML-based server-side web processes.
The MarineNet Meta-data Repository is the clearing house for all content listing and aggregation services.  The system shall be database-driven with appropriate web interfaces allowing for the entry, editing, and exporting of content listings as well as the aggregation of SCOs into curricula and the querying of content listings by other systems and/or components.

The MarineNet Portal is the primary user interface for users and shall be the single point of interface to the back-end components and services described here as part of the centralized MarineNet System.  The MarineNet Portal shall be advertised through the Internet address http://www.marinenet.usmc.mil and will serve as the single entry point into the MarineNet System.

The user redirection component is responsible for processing web links that reference components distributed throughout the network and automatically redirecting these requests to the appropriate content server.  The component redirects users according to their originating Internet Protocol (IP) address and performs a basic web redirection based on a look-up table associating IP networks with content server distribution.

The content distribution and management component is an administration component assisting in the configuration management and physical distribution of content assets to the distributed content servers.
1.4 Design Scope
The scope of this design effort is limited to the SCORM RTE.  The following assumptions can be made in the design of the SCORM RTE.

· All portal information services will be offered from the existing or future centralized portal capability are not included in the design of the SCORM RTE.

· User log on and associated I&A shall be accomplished only through the Portal and associated back-end components and shall not be duplicated by the SCORM RTE.  A unique user identifier shall be assigned to each user and passed to the SCORM RTE for follow-on identification.
· Content catalog presentation shall be provided through the MarineNet Portal and shall not be duplicated by the SCORM RTE.  The SCORM RTE shall be responsible for knowing of the content and its corresponding aggregation to support course/SCO navigation and tracking; however, complete course listings shall not be provided by the SCORM RTE.  All assignable learning objects (SCOs or aggregated SCOs identified by curriculum SCOs) shall be known to the MarineNet Meta-Data Repository and the SCORM RTE through SCORM Meta-Data import.
· Course and/or curricula enrollment shall be provided through the MarineNet Portal and shall not be duplicated by the SCORM RTE.  The SCORM RTE shall be passed the pre-authorized access information identifying the user and the content to be accessed.

· Course and/or curricula reporting (high-level) shall be provided through the MarineNet Portal and shall not be duplicated by the SCORM RTE.  The SCORM RTE shall be responsible for recording and presenting progress information for SCOs or aggregated curriculum SCOs assigned through the enrollment services and launched through the MarineNet Portal.  All SCO-level and sub-SCO-level data shall be stored and provided to the user by the SCORM RTE only for that enrollment instance that is being accessed.  No progress information shall be provided directly to the user across multiple enrollments through the SCORM RTE.

· The SCORM RTE shall provide full conformance of SCORM 1.2 and SCORM 2004 specifications.
· Multi-SCO content shall be represented as either aggregated courses or aggregated curricula.  Aggregated courses shall be represented as a single assignable object, identified as a SCO, and shall be reported to the MarineNet DataStore as such.  All sub-SCO components of an aggregated course shall be tracked and reported only within the SCORM RTE.  Aggregated curricula shall be represented as a collection of assignable objects, identified as SCOs, and shall be reported to the MarineNet DataStore individually as well as aggregated together as an individual curriculum SCO.  There shall not be any aggregated curricula of other curricula; thus, no three levels of assignable objects.
2.0 SCORM RTE Components
The SCORM RTE shall be divided into two components: Central RTE and Remote RTE.  The Central RTE component shall be hosted with the centralized capability and will be responsible for all SCORM meta-data importing and storage, user session-to-session progress data storage, and reporting of enrollment-level progress data to the MarineNet DataStore.  The Remote RTE component shall be hosted with the distributed content servers and be responsible for all session-based tracking through the SCORM.  The following subsections detail the primary services offered by the two components.

2.1 Central RTE
The Central RTE shall be responsible for the following RTE Services:

· SCORM Meta-data importing according to SCORM 1.2 and SCORM 2004 specifications
· Storage of user and SCO progress data between sessions and the potential archival of progress data after terminal states are reached within the SCOs

· Delivery of SCO aggregation/content packaging data to the Remote RTE component based on SCORM Content Packaging Meta-data

· Delivery of SCO progress data to the Remote RTE component based on user’s content access session

· Processing of SCO progress data updates from the Remote RTE component to be stored for later sessions.

2.1.1 Meta-data Importing
The SCORM Central RTE shall provide a web-based offering to system administrators that are segmented from the user-accessible SCORM RTE services.  The meta-data importing functionality shall conform to the ADL SCORM and IMS Content Packaging standards.  The support for Package Interchange Files (PIF) is optional.  

Below are some design assumptions and associated considerations:
· The imsmanisfest.xml document shall identify those SCOs that require progress reporting to be updated with the MarineNet DataStore.

· Informational data describing the aggregation or individual SCOs and assets need not be processed or stored by the SCORM RTE as this information shall be the responsibility of the MarineNet Meta-data Repository.  Such information shall include descriptions, keywords, contributors, educational information, etc.
· The Content Package Identifier shall be pre-defined by the MarineNet Meta-data Repository and DataStore to uniquely identify the aggregated or non-aggregated content.  Upon a user’s launch of content and initial redirection to the SCORM RTE this Content Package Identifier shall be used to identify that content that is to be launched and appropriately tracked.  Sub-SCOs comprised within aggregated courses that do not require progress reporting to the MarineNet DataStore will not provide pre-selected Identifiers and thus the SCORM RTE shall create unique ones.
· The selection of the initial content package (imsmanifest.xml) file to be imported may be accomplished though a browse button on a meta-data import web page that allows the administrator to select the file using a windows explorer view into the local hard drive.  The process shall at least support the identification of the package file through the supplying of a relative or absolute web link.  Subordinate meta-data files shall be referenced through the content package file and shall be imported similarly.
· The service may consider offering an XML schema format that offers the automated population of data through a XML-to-Database binding.  This capability would afford the MarineNet Meta-data Repository with the ability of simply replicating validated content listing with the SCORM RTE.
2.1.2 Content Launching

Launching of content shall be initiated by the MarineNet Portal or other USMC-designated system
.  The user shall be directed to the SCORM RTE to handle the guidance and tracking of the user’s content session.  Upon initial direction to the SCORM RTE the MarineNet Portal shall provide two key pieces of information: the student’s unique identifier, and the content package’s unique identifier.  The SCORM RTE shall not keep any information about the user other than their unique identifier
.  The identification of the content package shall be previously recorded into the Central RTE through the SCORM Meta-data import process.  
Each time a user-content instance is launched the Central RTE shall follow the following process flow.
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Figure 2.1  Content Launch Process Flow

An attempt is defined as a user’s enrollment instance in a block of assignable content (i.e. SCO) and may consist of multiple visits or sessions.  The initial state of an attempt is “not attempted” and terminates with either a “completed”, “passed”, or “failed” status
.  User attempts to launch content that does not have a record of any previous launch shall constitute a new attempt.  User attempts to launch content that is already in a terminal state shall constitute a “browsed” session that will not result in any progress tracking of any kind
.  If a previous attempt is declared to be void or otherwise expired then it shall be cleared/archived from the Central RTE database and the next attempt shall be identified as a new attempt starting at the initial state of “not attempted.”
2.1.2.1 Content Redirection

The content redirection service offered by the MarineNet centralized capability shall involve the manipulation of the Uniform Resource Locator (URL).  The Central RTE shall identify the standard launch link of http://director.marinenet.usmc.mil/redirect.asp?url=/rte.html&session-id=1234, where the session-id is unique to that user’s session.

Notice that the actual content is not identified in the launch string.  The Remote RTE shall use the session-id to query the Central RTE upon initialization to obtain the content aggregation data and associated launch links to the SCOs
.

2.1.3 Content Aggregation Progress Reporting

The Central RTE is responsible for updating the MarineNet DataStore with progress at the enrollment instance level.  The enrollment instance level constitutes those enrollments that are tracked within the SCORM DataStore as either individual assignable SCOs, aggregated courses composed of SCOs, or aggregated curricula composed of assignable SCOs.  As stated in section 1.1.1, the determination of those SCOs that are tracked at the MarineNet DataStore level is identified by the use of the Identifier element in the meta-data import files.  See section 1.1.1 for more information about the use of the meta-data files and the Identifier element.
The process for reporting progress updates shall be initiated through a scheduled process or timed interval.  The Central RTE shall submit progress updates in a standardized XML format defined by the SCORM RTE.  The XML file shall identify both the unique student identifier as well as the unique content identifier.  The process on the MarineNet DataStore shall consist of an Active Server Page (ASP) or similar server-side technology that accepts the XML document as input and processes it accordingly.  The Central RTE’s connection to the MarineNet DataStore process shall operate a server-side XML component such as Microsoft’s serverXMLHTTP component to permit cross-domain connectivity.  The development of the SCORM RTE shall be responsible for the design and development of the XML schema used to report progress updates to the MarineNet DataStore.
2.2 Remote RTE
The Remote RTE shall be responsible for the following RTE services:

· Initialization of content session and retrieval of attempt progress data

· Presentation of a course aggregation map

· Definition and hosting of the SCORM API Adapter

· Operation of the SCORM 2004 sequencing engine

· Updating the Central RTE with all session progress information

2.2.1 Initialization of Content Session

Once the user is redirected to the appropriate Remote RTE it is the job of the Remote RTE to initialize the session and obtain the necessary information from the Central RTE to define the aggregation of the content as well as any progress data from previous sessions.  To help minimize the frequency of interactions between the Remote RTE and the Central RTE over the Internet, the Remote RTE shall incorporate the logic for displaying the entire content aggregation map representing all of the SCOs within the content in a hierarchical format and providing the necessary sequencing logic to allow for the user to move between SCOs without having to query the Central RTE
.  

As stated in the Central RTE’s Content Launching section the RTE is informed of two critical pieces of information: the user’s unique identifier, and the unique identifier of the content aggregation.  This information shall be used to create a unique session-id that will identify that session.  The session-id shall be passed to the Remote RTE upon initial launch and it is the responsibility of the Remote RTE to query the Central RTE for the necessary information to initialize the user’s content session.  
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Figure 2.2  Initialization of Content Session

The Remote RTE shall query the Central RTE supplying the session-id and the Central RTE shall reply with a XML document containing the aggregation data for the content as well as the user’s status of each of the sub-SCOs.  The communication between the Remote RTE and the Central RTE shall be initiated through a server-side technology such as Microsoft’s ServerXMLHTTP to allow for cross-domain connectivity.
The data received during the initialization of the content session shall include the content aggregation package XML documents that identify the relationship of any aggregated SCOs as well as the launch links of each SCO and the status and raw score values of each SCO.  This data shall be used to present the user with a navigation tree or map listing all of the associated SCOs within the aggregation and overall progress in the aggregation.  The initialization of the content session should only be completed once during the session.

2.2.2 Course Aggregation Map Service

Due to content aggregation rules defined by the SCORM specification all navigation and progress reporting of the individual SCOs or assets that comprise an aggregated course or curriculum is reserved explicitly to the SCORM RTE.  Thus, upon launch it is the responsibility of the Remote RTE to present a course map or table of contents of the aggregated content.  This course map shall be built from the content package meta-data that was imported into the Central RTE.  The course map shall report progress within the individual SCOs and provide the necessary links and sequencing logic to guide the user through the content.
The course map shall be presented in a node tree format allowing for the visualization of SCO hierarchy.  The course map shall display the status, to include any score, of each SCO.  SCORM objectives shall not be displayed in the course map based on the SCORM’s inability to identify or title the objective other than through the use of the id value, which is not sufficient identification for the user.  SCORM objective data may be reported to the user within the SCO and identified through hard-coded titles.  Aggregated content that provides for free navigation through the SCOs shall provide links to each SCO.  Aggregated content that includes SCORM 2004 sequencing logic shall only activate those links that are permitted based on the sequencing logic.
2.2.3 Initialization of a SCO Session

The initialization of the content session shall inform the Remote RTE about the composition of the content in terms of number and relationship of the SCOs; however, the Remote RTE may not have all of the information sufficient to interact with a running SCO.  The SCO’s data consisting of those SCORM data elements such as bookmarks, objective data, interaction data, and suspend data may be too extensive to propagate down to the Remote RTE upon initial launch of the content.  For smaller content only containing a few SCOs it may be more efficient to receive all of the SCO data when initializing the content session.  For larger content containing numerous SCOs, each using a lot of the SCO data elements, it may be necessary to postpone the retrieval of the SCO data until the user launches that SCO.  The determination of which option is chosen will be decided upon implementation of the SCORM RTE and be largely based on its technical design and expected efficiency for exchanging and initializing such data.  Sophisticated technical designs of the SCORM RTE may build in the ability to operate both ways based on the meta-data passed as part of the content session initialization.

The initialization of the SCO session shall operate exactly like that of the initialization of the content session.  The Remote RTE shall need to provide both the session-id as well as the identifier of the selected SCO.  The Central RTE shall return a XML document containing all of the SCO data previously stored.  The Remote RTE shall store all of the data received in local variables to allow for the processing of future SCORM calls without the need of querying the Central RTE.  

2.2.4 SCORM API Adapter

The Remote RTE is responsible for declaring the API object that all SCOs interface with according to the SCORM specification.  The SCORM API Adapter, as referenced by the variable API, shall fully conform to the SCORM 1.2 and 2004 specifications.
The SCORM API Adapter shall be defined using HTML and JavaScript and shall not use any other client-side technologies such as ActiveX or Java.  Communications between the Remote RTE and the Central RTE shall also not use ActiveX, Java or any other client-side technology that is restricted by the cross-domain relationship between the centralized LMS resource and the distributed content servers.

2.2.5 SCO Session Update

Either while the user is interacting with a SCO or upon termination, the Remote RTE shall update the Central RTE with the SCO data that has changed to allow it to be stored for future sessions.  This data communication shall be the only exchange that consists of data being transferred and stored from the Remote RTE to the Central RTE.  The transaction shall consist of the Remote RTE sending a XML document to the Central RTE.  The connection between the Remote RTE and the Central RTE shall be initiated through a server-side technology such as Microsoft’s ServerXMLHTTP to allow for cross-domain connectivity.
2.2.6 SCORM 2004 Sequencing Engine

The SCORM 2004 sequencing engine shall be built into the Remote RTE as a behind-the-scenes component that is used by both the content aggregation map and the SCORM API Adapter to process the user’s progress through the aggregated content.  As the user navigates between SCOs within the aggregated content the Remote RTE’s sequencing engine guides the user’s progress according to the status of each SCO and the sequencing data obtained from the Central RTE upon initialization.  The sequencing engine shall be fully SCORM 2004 conformant. 

2.2.7 Termination of Content Session
At the termination of a user’s session the Remote RTE updates the Central RTE with the progress within the aggregated content.  Progress data exchanges shall include all data stored through the SCORM API Adapter to include SCO-level statuses, bookmarks, objective status, interactions, etc.  As previously stated, communications between the Remote RTE and the Central RTE shall not use ActiveX, Java or any other client-side technology that is restricted by the cross-domain relationship between the centralized LMS resource and the distributed content servers.  

3.0 Cross-domain Scripting Connectivity

Based on the inherent complexity of a distributed architecture and the security restrictions enforced when communicating between different web domains this section shall outline the design requirements pertaining to cross-domain scripting, specifically the communication between the Remote RTE and the Central RTE.

3.1 Cross-domain Scripting Restriction Overview

Web browsers limit the amount of interaction client-side scripting can have between other resources available within the browser window(s).  This restriction prevents malicious code in one window or frame from accessing privileged data or resources provided by another window or frame provided through another source.  The “Same Origin Policy” defines an “origin” as the combination of a document’s protocol and domain.  Documents are restricted from accessing another document’s Document Object Model (DOM) if the other document has a different “origin.”  It is important to note that this restriction is a deliberate feature, not a bug.
In this distributed environment where content is located amongst numerous content servers located in dissimilar network domains content is restricted from communicating to the centralized resources through client-side technologies such as ActiveX, JavaScript, VBScript, and Java.  In a SCORM environment if a SCO is located on the remote content server and the SCORM API Adapter is defined by the central server then the SCO will never be able to locate the API Adapter or initialize because the SCORM specification requires the SCO to traverse the DOM looking for the definition of the object “API,” which will fail because in this example there are two DOMs, one defined by the central server and the second defined by the remote content server.
3.2 Categories of Solutions

Solutions to the cross-domain restriction can be categorized into three categories: 

Category 1. Relocation of Objects

Category 2. Re-advertising Foreign Objects, and

Category 3. Explicitly Overriding the Restriction.

Relocating or duplicating objects into the DOM used by the SCO involves the declaration or re-declaration and hosting of all shared objects by the distributed content servers.  In the SCORM example, the SCORM API Adapter would be defined by web pages hosted on the remote content server, co-located with the SCOs that will be referencing it.
Re-advertising foreign objects involves the masking of the actual network domain allowing for the collapsing of multiple DOMs into a single DOM.  The foreign object, the SCORM API Adapter in the SCORM example, is still physically located on the central server but it is re-advertised as being part of the remote content server.  The re-advertising service requires application-level web logic in the form of a reverse proxy.  The reverse proxy is co-located with the remote content server and basically re-advertises the resources provided by the central server(s) on a real-time basis.
Explicitly overriding the cross-domain restriction involves the user’s interaction to consent to the potential security intrusion.  This is typically done through a signed Java applet that references the Java Security Model which allows for the authorization of that object to communicate and traverse other DOMs active within the user’s web browser windows.  

Based on the security policies of the DoD and USMC as well as the goal of MarineNet to provide a safe and secure environment this design shall only implement solutions that fall into the first category thereby not circumventing the inherent security restriction intended to protect the user.

3.3 Potential Solutions

As previously stated, solutions considered in this design requiring cross-domain scripting connectivity shall fall into the category 1 defined in the previous section.  The design of the Remote RTE as a self-sufficient component during the user’s session and the declaration of the SCORM API Adapter as being part of the Remote RTE and collocated with the content ensures that there will be no cross-domain scripting issues with the SCORM content.  However, the communication between the Remote RTE and the Central RTE, which are inherently located within dissimilar network domains requires the design for a solution that does not specifically fall in any of the three categories defined in the previous section.  This discrepancy is because it is not feasible to re-host or duplicate the centralized resources.  
So as to not violate the requirement for providing a safe and secure environment whereby not overriding cross-domain scripting restrictions, the communication between the Remote RTE and the Central RTE shall not employ client-side scripting.  Without the use of client-side scripting there are no cross-domain scripting restrictions and also no multiple DOM issues.  The use of server-side components such as Microsoft’s ServerXMLHTTP or a more standardized SOAP implementation as defined by the World Wide Web Consortium (W3C) allow for the exchange of data through server-to-server messaging.
The actual server-side component employed in this design for server-to-server connectivity across network domains shall be selected during the technical design of the SCORM RTE.  The requirements for selecting the final server-to-server component to be employed are listed below.

· All network communications traversing network boundaries shall employ the standardized SSL protocol, encrypted with at least a 128bit key, and communicate on TCP port 433.

· The component shall be capable of being operated on baselined Windows 2000 and Windows 2003 servers.
· Reference of the server-side component shall occur within the HTML and/or ASP pages of the Remote RTE and not require any protocols or ports other than TCP 80 (HTTP) and TCP 443 (SSL).

· Server-to-Server messaging shall exchange pre-formatted XML documents defined by a shared XML schema.

4.0 Standardization of Server-to-Server Messaging

The standardization of server-to-server messaging is important to ensure data accuracy and integrity.  All communication between SCORM RTE components and communication between the SCORM RTE and other centralized MarineNet services/components such as MarineNet DataStore and MarineNet Meta-data Repository shall employ XML and conform to standardized schema.  This section shall outline the design requirements for defining the schemas and application interfaces.
4.1 Enrollment and Session Identifiers

Each transaction between any of the SCORM RTE components/sub-components shall uniquely identify each transaction by providing an identifier.  The identifier shall consist of a number of key data points based on the components that are involved in the communication.  
The MarineNet DataStore shall keep track of all user’s active and inactive course (i.e. assignable SCO or assignable curriculum) data.  The MarineNet DataStore allows for multiple enrollments in the same course and thus it shall keep track of three key pieces of data, the user’s identifier, the course’s identifier, and a sequence number to differentiate between the multiple enrollments in the same course.  The compiled identifier for the MarineNet DataStore shall be called an Enrollment-ID and shall use the syntax [student-id]-[content-id]-[sequence-no], where student-id is a ten (10) digit alpha-numeric, the content-id is a fifteen (15) digit alpha-numeric, and the sequence-no is a two (2) digit alpha-numeric.
The SCORM RTE shall only track one enrollment for each user-course instance, so the SCORM RTE shall not reference the sequence-no tracked by the MarineNet DataStore.  Whenever the business logic in the MarineNet DataStore expires a previous enrollment instance and increments the sequence number the SCORM RTE will be informed and will in-turn archive the previous enrollment data.
4.2 Remote RTE Initiated Messaging

The Remote RTE may initiate three communications to the Central RTE:
· Content Session Initialization

· SCO Data Synchronization
· Content Session Termination

4.2.1 Content Session Initialization 
Content session initialization occurs when the Remote RTE is launched by the Central RTE through redirection.  The Remote RTE is passed the session-id in the URL string and must query the Central RTE to obtain the necessary content aggregation and progress data.  The interface on the Central RTE shall be a server-side scripted web page such as ASP.  The session-id shall be passed to the page in either an XML document or in the URL string.  The Central RTE process shall query the Central RTE database to build a XML document that is returned to the Remote RTE.
The XML document returned from the Central RTE process shall contain at least the following elements:

· Version number indicating the lifecycle status of the schema definition

· Central RTE Server’s date and time of creation

· Session-id reference that uniquely identifies that session

· All content aggregation data identifying the relationship of all SCOs assigned to the block of instruction and their individual launch links

· All sequencing data to be used by the Remote RTE to administer the navigation between SCOs, and 

· All SCORM data associated with each of the SCOs within the block of instruction.

4.2.2 SCO Data Synchronization
As previously stated, the initialization of the SCO data prior to presentation of the SCO to the user may occur with the content session initialization, for all SCOs, or for a single SCO when it is launched by the user.  Refer to section 2.2.3 for more information about the options for initialization of SCO data.  The SCO run-time lifecycle shall consist of three phases: Initialization, Update, and Termination.  Initialization shall be the first communication from the Remote RTE to the Central RTE to receive all of the data about the SCO and the user’s progress from previous sessions.  When interacting with a SCO for long periods of time the Remote RTE may send update data to the Central RTE to ensure that the data persists for future sessions in the case of loss of communication between the Remote RTE and the Central RTE.  The final termination phase shall simply indicate that the user has completed that SCO session and is returning to the content aggregation map.  The SCORM RTE technical design shall determine the method, frequency and triggering mechanism for updating SCO progress data during a SCO session as well as upon termination of a SCO session.  A minimum requirement is to update SCO data with the Central RTE upon termination of each SCO and more frequent updates through adjustable timers may be considered necessary although basic SCORM data interactions should be confined to the local environment as much as possible to prevent long wait times when traversing the WAN back to the Central RTE.


As with session initialization the interface on the Central RTE shall be a sever-side scripted web page such as ASP.  The Remote RTE shall initiate the connection via a server-side component.  The Remote RTE shall pass an XML document to this interface to be processed by the Central RTE in real-time through server-side scripting.
The XML document passed to the Central RTE process shall contain at least the following elements:

· Identification of the schema definition

· Version number indicating the lifecycle status of the schema definition

· Remote RTE Server’s date and time of creation

· Session-id reference that uniquely identifies that session, and
· All updated SCORM data associated with each of the SCOs within the block of instruction.  (this shall be blank for SCO initialization)
The response from the Central RTE shall consist of an XML document containing at least the following elements:
· Version number indicating the lifecycle status of the schema definition

· Remote RTE Server’s date and time of creation

· A numerical error code, and

· A descriptive error message corresponding to the error code.

· All updated SCORM data associated with each of the SCOs within the block of instruction.  (This shall be blank for SCO termination)

4.2.3 Content Session Termination
Upon termination of the session the Remote RTE shall inform the Central RTE to “tare-down” the session.  After the session is terminated the session-id used throughout that session will become invalid.  As with previous communications the interface on the Central RTE shall be a server-side scripted web page such as ASP.  The Remote RTE shall initiate the connection via a server-side component.  The Remote RTE shall pass an XML document to this interface to be processed by the Central RTE in real-time through server-side scripting.

The XML document passed to the Central RTE process shall contain at least the following elements:

· Identification of the schema definition

· Version number indicating the lifecycle status of the schema definition

· Remote RTE Server’s date and time of creation

· Session-id reference that uniquely identifies that session, and

· Termination status indicating method of termination

The response from the Central RTE shall consist of an XML document containing at least the following elements:

· Version number indicating the lifecycle status of the schema definition

· Remote RTE Server’s date and time of creation

· A numerical error code, and

· A descriptive error message corresponding to the error code.

4.3 Central RTE Initiated Messaging
The Central RTE shall initiate one connection to the MarineNet DataStore on a periodic basis.  This connection shall update the MarineNet DataStore with all user progress data associated with assignable objects such as individual assignable SCOs, aggregated course SCOs, or aggregated curricula SCOs.
The interface on the MarineNet DataStore shall be a server-side scripted web page such as ASP.  The Central RTE shall initiate the connection via a server-side component.  Progress data for each assignable object shall be processed individually.  The XML document passed to the MarineNet DataStore shall at least contain the following elements:
· Identification of the schema definition

· Version number indicating the lifecycle status of the schema definition

· Central RTE Server’s date and time of creation

· User’s unique student identifier defined by the MarineNet DataStore

· Content identifier defined by the SCORM Meta-data import process

· All updated SCORM data associated with the assignable object 

The response from the MarineNet DataStore shall consist of an XML document containing at least the following elements:

· Version number indicating the lifecycle status of the schema definition

· MarineNet DataStore Server’s date and time of creation

· A numerical error code, and

· A descriptive error message corresponding to the error code.

5.0 Additional Considerations

The technical design of the SCORM RTE shall strongly consider the following capabilities in order to provide a more robust solution.  These capabilities are not all required; however, their inclusion will help in the weighting of the overall technical design.
5.1 Location of the SCORM API Adapter

The SCORM API Adapter shall be located and defined by the Remote RTE; however, the actual reference of the API Adapter in terms of which web page it is declared in shall be defined by the technical design.  For example, the API Adapter may be declared within the content aggregation map or within a hidden frame or parent frame of the SCO window.  The better design shall provide for the most flexibility and greatest interoperability with those SCO with less than optimal coding for locating the API Adapter.

5.2 SCO Launch Window Characteristics

The Remote RTE shall present the SCO within a window that may either be the same window used for the content aggregation map or a new window that is launched separately.  Technical designs should consider the ability of customizing the window characteristics prior to presentation of the SCO to ensure optimal viewing.  SCO requiring specific window sizes or use of toolbars may be identified during content/SCO initialization and be handled accordingly by the Remote RTE.  The ability of launching customized windows shall add considerable advantages to a technical design.
5.3 Emerging Standards

Technical designs of the SCORM RTE shall make every effort to include emerging standards that have yet to become fully endorsed by the industry.  Such standards shall including proposals for describing meta-data that extend beyond the IEEE and IMS standards as well as programming technologies that are growing in acceptance based on trends towards enterprise services and widespread interoperability.

5.4 Software Availability and Licensing
Technical designs requiring the purchasing and licensing of software that the USMC does not have existing licenses for shall be consider sub-optimal and thus should include adequate justification to demonstrate the need for such technology.  Additionally, those technologies that require specialized WAN access (TCP and UDP Ports other than 80 and 443) shall require strong justification any may even be disqualified.

5.5 Security
Every effort shall be made to ensure security of data transactions, especially those that traverse the WAN.  Technical designs shall include authentication and encryption of WAN communications and any additional security to include the security and integrity of the Central and Remote RTE components shall be considered.

5.6 Maintenance
The simplicity of maintenance through the user of standard technologies and componentized designs shall add considerable advantage to technical designed.  The plans for lifecycle maintenance to include both bug fixes and technology improvements shall also be considered and should be identified in a technical design.
Glossary

	ADL
	Advanced Distributed Learning.

	Aggregated Course
	An aggregated block of instruction that consists of more than one content object that are not available for individual enrollment.

	Assignable SCO
	Those SCOs that are identified with the MarineNet Data-Store and are available for enrollment.

	Curriculum
	An aggregated block of instruction that consists of more than one individually assignable object.  An aggregated block of assignable SCOs is considered a curriculum.

	DL
	Distance or Distributed Learning.

	LMS
	Learning Management System.  Refers to the traditional comprehensive system responsible for administering distributed learning content.

	SCO
	SCORM Sharable Content Object.  A block of instruction that is stand-alone and reusable and conforms to the SCORM specification.

	RTE
	Run-Time Environment

	SCORM
	Sharable Content Object Reference Model.  Defined by the ADL Initiative, http://www.adlnet.org.

	XML
	eXtensible Markup Language.  A subset of SGML constituting a particular text markup language for interchange of structured data


� The user’s content access session is termed to be the relationship between the user’s enrollment in the SCO and the user’s accessing of that enrollment instance for that session.  


� The RTE may need to reference the “referrer” data tag associated with the initial web connection to ensure that the course launch was initiated by an authorized system.  Future designs might also consider a passphrase to be passed in the launch link as a way of verifying the referring system.


� The SCORM does offer the ability for the SCO to query a user’s name for use within the content.  This may be accomplished by the Central RTE querying the MarineNet DataStore and referencing the student’s unique identifier. 


� Content that includes assessments as either part of a single SCO or part of an aggregated SCO may report a “completed” status that is not considered terminal since the assessment will ultimately record a “passed” or “failed” status.


� The SCORM RTE shall still be required to provide the necessary SCORM progress data to the SCO even in a “browsed” session to ensure that the SCO behaves properly; however no update attempts will be updated in the Central RTE.


� The SCO launch links shall all be relative links local to the directory structure of the content web server.


� In order the perform the sequencing logic the Remote RTE shall be required to keep track of the status and score values of each SCO.  This data shall be required to be brought down upon content initialization and be updated as the student traverses through the content.


� The restriction on the use of Java is based on the instability of the Java versions preventing backwards compatibility in all cases.  Technical designs are strongly discouraged of using Java; however, its use may be considered if it is extensively justified in terms of its technical advantages over other technologies as well as its resistance to backwards compatibility problems.


� Datetime formats shall conform to the W3C standardized data type including a full four-digit year, two digits of seconds, and a GMT offset.


� The SCO’s running of the Commit() function shall not mandate the updating of SCO data with the Central RTE.


� The Remote RTE shall be capable of identifying those data elements that have changes to prevent the need for updating the Central RTE with unchanged data.





